
Long Division, the GCD algorithm, and More

By ‘long division’, I mean the grade-school business of starting with two pos-
itive whole numbers, call them numerator and denominator, that extracts two
other whole numbers (integers), call them quotient and remainder, so that the
quotient times the denominator, plus the remainder, is equal to the numerator,
and so that the remainder is between zero and one less than the denominator,
inclusive.

In symbols (and you see from the preceding sentence that it really doesn’t
help to put things into ‘plain’ English!),

b = qa + r; 0 ≤ r < a.

With Arabic numerals and using base ten arithmetic, or with binary arith-
metic and using base two arithmetic (either way we would call our base ‘10’ !),
it is an easy enough task for a computer, or anybody who knows the drill and
wants the answer, to grind out q and r provided a and b are not too big. Thus
if a = 17 and b = 41 then q = 2 and r = 7, because 17 ∗ 2 + 7 = 41.

If a computer, and appropriate software, is available, this is a trivial task
even if a and b have thousands of digits.

But where do we go from this? We don’t really need to know how many
anthills of 20192 ants each can be assembled out of 400 trillion ants, and how
many ants would be left over.

There are two answers to this. One is abstract and theoretical, the other is
pure Slytherin. The abstract and theoretical answer is that knowledge for its
own sake is a pure good thing, and the more the better. The more we know
about how long division works, and what-all might be done with it, the better.
Behold, with repeated long division we can find the greatest common divisor of
two integers a and b. We do this by the simple and elegant procedure built on
the insight that if some integer d divides both a and b, it then divides both r
and a when we have computed q and r from a and b:

r = b − qa = db′ − qda′ = d(b′ − qa′).

This can be applied repeatedly, because if we now divide r into a, d also divides
the new r as well as the old r. Better yet, (and the proof is pretty straightfor-
ward) the product of the two numbers in play at any given stage is less than
half the product of the previous two. Thus, ra < (1/2)ab, and so on. Eventu-
ally, and because of this fact, eventually comes rather quickly, we shall have a
remainder of 0 and the game will be up. The remainder just before 0 is reached
is our d.

This is the GCD algorithm, and it has the merit that it almost effortlessly
extracts common divisors (if there are any) even from pairs of numbers so large
that factoring either of them is an insurmountable task even with the aid of big
computers. And if there are none, it provides a proof to that effect.
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What’s more, if we dig a bit deeper, and keep track of the various q’s we got
along the way, this algorithm provides further integers u and v (one of them will
be negative if a and b are positive) such that ua+vb = d. That something of the
sort must be doable is suggested by what happens with our original example.
We have

7 = 41 − 2 ∗ 17

3 = 17 − 2 ∗ 7

3 = 17 − 2 ∗ (41 − 2 ∗ 17) = 5 ∗ 17 − 2 ∗ 41

1 = 7 − 2 ∗ 3 = (41 − 2 ∗ 17) − 2 ∗ (5 ∗ 17 − 2 ∗ 41) = 5 ∗ 41 − 12 ∗ 17

1 = 5 ∗ 41 − 12 ∗ 17.

So what other perspective can we view this from? In the world of modular
arithmetic, (clock arithmetic, so that five hours after 9 oclock it’s 2 oclock,
because mod 12, 5+9 ≡ 2), we can easily add, subtract, and multiply. It hardly
needs explanation. But how would you divide? In particular, given a and b,
with 1 ≤ a < b, and with GCD[a, b] = 1, how would you find c so that ac ≡ 1
(mod b)? The answer, if you’re not in a hurry, is that you’d try and see if taking
c = 1 worked. If not, you’d try c = 2, and persist until you got to c = b − 1.
One of those tries would have to work, because [and here one has to think! It’s
not obvious. The key intermediate step is that all the values of ca, as c runs
from 1 to b − 1, have to be distinct because otherwise ac and ac′, say, would
differ by a multiple of b, so that b divides a(c − c′). Writing au + bv = 1, we
would have b dividing (au + bv)(c − c′), since b divides bv(c − c′) and b divides
a(c − c′) so it divides au(c − c′). But that would say b divides c − c′, which is
impossible since c and c′ are too close together. So there’s your proof.

But it’s slow work checking every case, one by one. And there’s a much
better way. We have an algorithm, the same fast one we were just talking about
but with the overhead of keeping track like in the example, which not only gives
d, it gives u and v so that au + bv = d. If d = 1, it gives u so that au ≡ 1
(mod b). Bang! Done, just like that.

IT IS EASY TO DIVIDE NUMBERS IN MODULAR ARITHMETIC. THE
GCD ALGORITHM DOES THE HEAVY LIFTING.

But what about the Slytherin side of things?
Well, here’s the deal.
IT IS HARD TO FACTOR BIG NUMBERS. IT IS EASY TO FIND BIG

PRIMES. IT IS EASY TO TAKE ME mod N . (More pure math; the ex-
planation for these claims will have to wait. Maybe to Q&E, maybe til years
later.)

Let’s say you and I are spies. We work for Slytherinia but we live in Gryfind-
oria. We have web pages. We know about each others’ sites. Our computers
are secure from physical invasion and meddling, but anything we post to the
net is there for all to see. If we wish to communicate, we must do it by posting
to the net what looks like gibberish but is, to us, decipherable.

There are various ways to do this. One of them is called the RSA public
key cryptosystem. The public part of it is that you can post big integers N and
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E, and instructions for how to use them. The instructions are to first convert
your message into a single big integer M , one that’s smaller than N but not so
small as to be one that the Gryfindorian authorities might hit upon it by pure
guesswork. You might do this by saying A = 01, B = 02, etc. Z = 26, 1 = 27,
2 = 28...9 = 35, != 36 etc. and just stringing together the twdo-digit numeral
codes for the letters of your message.

Privately, your fellow spy knows that N = PQ, where P and Q are big
primes. (Remember, it’s easy to find big primes. It’s also easy to check for sure
that they really are prime. That’s another story, and a triumph of late 20th
century mathematics.)

Any inquisitive snoopybody, coming across

M = 080512161305360301121235272736

will hit upon HELPME!CALL911! all too quickly for your devious purposes.
So you encrypt it: you run C = ME mod N and post THAT C to your web
page. Nobody’s going to make sense of that!

Not even if they know that you’re talking to some counterpart, not even if
they know C, and E, and N . Because to decrypt and get back to M , they need
to know the decryption exponent D, and D has to be chosen so that DE ≡ 1
(mod ()P − 1) and (Q − 1). That way, it so happens, CD ≡ (MED ≡ M
(mod N). Those Gryfindorians need to know P and Q to find (P − 1)(Q − 1)
so they can find D. And they’re stuck. At least, they’re stuck until Hermione
comes up with a FACTORIZARIUM spell, or a purely logical fast way to factor
big numbers.

So, in the real world, secure commerce as well as cloak and dagger make
massive use of mathematics of this stripe, and a fair amount of it includes as a
workhorse utility algorithm this GCD stuff.

Now getting back to the pure math side of things for a spell (we’ll get back
to the practical side again by and by), one of mathematics’ favorite tricks is to
generalize things. If we can add, subtract, and multiply integers, and also do
long division and find quotient and remainder, what other realms allow for the
same?

One such realm is the world of polynomials with rational coefficients. Let’s
say we have two polynomials, A = A(X) = X2 + X + 1 and B = B(X) =
X4 + X3 − 2. You will have been told how to add and subtract and multiply
these types of things, and perhaps, but perhaps not, how to do long division in
this context.

Here’s how: you construct a quotient by polynomial Q = Q(X) from the
top down. The first, highest power term of Q(X) is that expression of the
form qmXm so that the top power (leading) coefficient in qmXm ∗ (X2 + x + 1)
(which is qmXm+2) will be equal to the leading term of X4+X3−2. That means
m = 2 and q2 = 1. Now subtract q2x

2A(X) from B(X), leaving a remainder of
(X4 +X3−2)−(X4 +X3 +X2) = −X2−2. The degree of this remainder is not
(not yet) less than the degree of A, so we now look for another constant q0 so
that q0A(X) will match −X2 − 2 in its first term. That q0 is of course −1, and
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at this point we’ve completed our long division: the quotient Q(X) = X2 − 1
and the remainder R(X) = X−1 because (−X2−2)−(−(X2+X+1)) = X−1.
In short,

B(X) = Q(X)A(X) + R(X)

X4 + X3 − 2 = (X2 − 1)(X2 + X + 1) + (X − 1).

Now maybe the bit about GCD can also be generalized? Yes. The exact same
approach works. The next step would be a second long division, this time of
(X − 1) into (X2 + X + 1), with a second quotient of X + 2 and a remainder of
3.

When do we quit? Before, we quit when we got exact divisibilty, and the
last non-zero remainder was our GCD. This time, we could divide 3 into (X−1)
and it goes exactly, with (X − 1) = 3(X/3 − 1/3). But polynomials are a bit
different. The twist is that with integers, there are only two ‘smallest’ nonzero
integers, ±1, but with polynomials, the entire class of nonzero constants are of
the same degree, 0, and it is by degree that we measure the size of a polynomial.
So we adopt the convention that one constant is as good as any other, and we
say that the GCD of the original A(X) and B(X) is 1, (rather than 3).

Again, it is a reasonably easy business to backtrack through the calculations
we just did, keeping track of how many copies of A and B were involved at each
step, and arrive at the result that

(1/3)(X2 + 2x2 − x − 1)(X2 + X + 1) + (−1/3)(X + 2)(X4 + X3 − 2) = 1.

So we have a way of checking whether two polynomials have a factor in
common, without having to factor either of them individually.

Let’s say you have a polynomial P with rational coefficients, and the graph
of P dips down to 0 and then turns back up. At any rate, that’s how it looks on
a graphing calculator. But no amount of zooming in will settle once and for all
the question of whether this graph dips just a hair below zero, crossing twice, or
whether it dips just once and touches 0, or whether it dips toward 0 and then
lifts away without quite touching.

But you now have one of the two key ideas needed to settle the matter. Look
for a common factor using the GCD algorithm for polynomials. But—you only
have one polynomial. What now? The answer is to look at the derivative.

That’s from calculus, but with polynomials, derivatives are easy. The deriva-
tive of Xn is nXn−1 if n > 1; the derivative of a constant is 0, and the derivative
of a polynomial with several terms is taken term by term. So the derivative of
X2 + X + 1 is 2X + 1. Take for your two polynomials P and its derivative
P ′. If the polynomial GCD algorithm ends with a constant (and then 0), your
derivative has no common factor with the original P and the graph does not
kiss the 0 line. It crosses, or it misses.

If the GCD algorithm reports a common factor that has degree 1 or more,
then your original polynomial really does just did down and touch, then go back
up.
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Figure 1: Pairs with GCD=1

Now we’ve already touched on modular arithmetic. It so happens that you
can work with polynomials where the coefficients are not rational numbers, but
instead modular numbers. For example, we could work mod 2, and all the
coefficients would be 0 or 1.

Now computers come in handy for doing examples in math, and it’s time for
me to show you some pictures.

The two pictures shown are pictures of integer pairs (a, b) so that GCD[a, b] =
1, and pictures of pairs of polynomials with coefficients mod 2 so that GCD[A,B] =
1. For the second picture, I had the computer put a dot at (A(2), B(2)) so that
say the pair (X,X2 + 1) of polynomials generated the point (2, 5). Can you tell
which is which?

The fraction of pairs that have GCD 1 differs between the two plots. In the
case of ordinary integers, that fraction is 6/π2 in the limit as the picture gets
ever larger. That’s a famous result of Leonhard Euler, a German-speaking Swiss
mathematician who did the better part of his work in St. Petersburg, Russia.
(The city was in the news recently.)

He was the exception among mathematicians in that he was also a calculating
prodigy. This served him well when he went blind, because he didn’t need the
pencil and paper to work out his examples.

Anyhow, I owe you another trip into the world of applied math.
It turns out that it can be handy to have a sequence of points that are spread

more or less evenly in a square. Now this is easy enough if we know in advance
how many points we’ll want, but Zaremba was on the hunt for sequences that
would be spread out rather evenly whether you took the first 20, the first 183,
or the first 29134 of them.

One way you might cook up a list of points would be to look at the successive
multiples of some fraction a/b, all taken mod 1, and then take for your N points
the points (k/N, {ka/b}) with k running from 1 to N and {x} meaning the
fractional part of x. Now if you take N larger than b, your sequence just goes
into a loop and hits the same dots over and over again. That’s no good. If
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Figure 2: Pseudorandom points with seeds e and pi

your a/b is very close to some simple fraction, the same thing can very nearly
happen. Thus, consider what happens when we use the classical constants e
and π, (or more accurately, good rational approximations to them) as seeds for
our sequences.

Why is the one sequence so bad, and the other sequence so good by com-
parison? The reason has to do with the GCD expansion of the numerator and
denominator pair we had in mind. In the one case, for π, the quotients go
3, 7, 15, 1, 292, 1, 1. The large integers along the way result in a lot of this
near-duplication of previously plotted dots. Thus, π is inconveniently close to
22/7. In the other case, the quotients go 2, 1, 2, 1, 1, 4, 1, 1, 6, 1, 1, 8 (the
pattern persists, and Euler discovered it.) There are no simple fractions that
are inconveniently close to e, at least not by comparison to what happens with
π.

Zaremba studied the matter more closely and concluded that the best would
be if you limited yourself to fractions where when the GCD was run on their
numerator and denominator, the quotients along the way were all small. Say,
5 or less. And he conjectured that if N was large enough, you could pick a
numerator so that a/N worked out like that. His conjecture has turned out to
be a tough nut to crack. The best we know to date is that if you say 70 in place
of 5, it works for almost all N .

The spray picture shows the set of all pairs out to a few hundred of the sort
Zaremba had in mind, but with 3 in place of 5.

Back to long division and the GCD. Let’s say we generalize in another di-
rection. What if, in place of integers, or polynomials, or polynomials with
coefficients mod 2, we use Gaussian integers? Gaussian integers are numbers of
the form a + ib, where a and b are ordinary integers and i is the square root of
−1.

With Gaussian integers, which live in the complex plane, it’s not so simple
to say that the remainder (from quotient and remainder division) should be less
than this and more than that. ‘Greater’ and ‘Less’ are one-dimensional ideas
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Figure 3: Zaremba’s Numerator-Denominator Pairs
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and we’re now in a two dimensional world. Say we start with two Gaussian
integers u and v. We want the quotient q and the remainder r so that b = qa+r
and r is small. The way out of this bind is to say that we want the distance
from 0 to our remainder to be less than the distance from 0 to our denominator.
Best if our r is the Gaussian integer nearest the origin, among all Gausssian
integers of the form v − qu where q is a Gaussian integer.

But how, concretely, do you divide (5 + i) by (2 + i)? The trick is that we
can use complex conjugates: thus,

5 + i

2 + i
=

(5 + i)(2 − i)

(2 + i)(2 − i)

=
11 − 3i

5
= (2 − i) +

1 + 2i

5
= (2 − i) +

1 + 2i

(1 + 2i)(1 − 2i)
= (2 − i) +

i

2 + i
.

The quotient is (2− i) and the remainder is i, so that (5+2i) = (2− i)(2+ i)+ i.
Happily, this approach always yields a remainder that actually is smaller

than the denominator in absolute value (distance to 0), so we are in business.
What worlds remain to conquer? Is there an analogue to Zaremba’s conjecture,
but for Gaussian integers? What does the ‘spray’ of pairs of Gaussian integer
pairs with all quotients small along the way in the GCD calculation look like?
How would you even visually display a four-dimensional set?

But why stop with Gaussian integers? We can just as well talk about num-
bers of the form, say, a+b

√
−6. These add, subtract, multiply, and divide, along

the same lines as Gaussian integers. What fails is that we cannot guarantee that
the GCD grinds down to 1 if there is no common divisor.

Unique factorization fails! There’s usually a way to forge ahead even when
an analogy breaks down. Just step back and invent some new concepts. There’s
these things called ‘ideals’, which are like arithmetic progressions including 0,
being subsets of a discrete infinite set (like the integers) that are closed under
addition and closed under multiplication from any element of the main set.
These ideals can be multiplied and divided, and we can make sense of the
notion of x modulo p, where p is not a number from the set but an ideal, that
is, one of those arithmetic-progression-like subsets.

And again, there’s the notion of GCD. Here, that, too, would be an ideal,
and it would itself be another arithmetic-progression like thing, one generated
by including all the elements of either of the original ideals. The least common
multiple? That would simply be the set intersection of the original ideals.

And so it goes in mathematics. Out of a simple seed flows a stream of
intricate flowers.
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